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Abstract. Large-integer modular multiplication is a fundamental build-
ing block across public-key and pairing-based cryptography, including
the Multi-Scalar Multiplications (MSMs) that dominate Zero-Knowledge
Proof (ZKP) proving time. We present LIMON, an open-source, para-
metric hardware generator that, from a prime N (254-761 bits) and a
word size w, emits synthesizable SystemVerilog RTL for AMD FPGAs
together with all derived number-theoretic constants. A self-contained
TCL library performs all precomputation within the EDA tool, so results
can be reproduced without external dependencies. We release LIMON as
a reusable reference for large-prime modular-arithmetic hardware.
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1 Introduction

Large-integer modular multiplication is an essential primitive in public-key cryp-
tography. Zero Knowledge Proofs (ZKPs) are a prominent example. They sup-
port verifiable computation [1], voting [4], and private transactions [2]. In these
systems [5, 6], the Multi-Scalar Multiplication (MSM) dominates proving time,
often more than 70% [7], and reduces, per point operation, to a sequence of mod-
ular multiplications over pairing-friendly curves such as BLS12-377. The speed
of an MSM accelerator [8] therefore depends directly on the latency and area of
a single modular multiplier.

These multipliers are usually hand-tuned for one fixed prime, so a new curve
or field requires a redesign. RTL generators solve this problem but rely on
number-theoretic constants that external scripts must precompute, which com-
plicates reproducibility. Our generator removes both problems. From a prime N
and word size w, it produces a low-latency Montgomery multiplier as synthesiz-
able RTL together with all derived constants, so supporting a new field becomes
a parameter change.

In this work, we address this problem by proposing a low-latency modular
multiplier generator for FPGA-based MSM acceleration. The main contributions
of this paper are as follows:
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Algorithm 1 Parallel LogJumps Reduction [3]
Require: A = (A2n−1, . . . , A1, A0) in radix R = 2w, A < N · Rn, modulus N (odd, n

limbs), ρi = R−i mod N for 1 ≤ i ≤ n−1, µ = −N−1 mod R
Ensure: Z = A ·R−n mod N
1: Alo ← (A0, A1, . . . , An−2), Ahi ← ⌊A/Rn−1⌋
2: T ← Ahi +

∑n−2
i=0 Aloi · ρn−1−i

3: repeat n− 1 times: if T ≥ N ·R then T ← T −N ·R
4: q ← (T mod R) · µ mod R
5: Z ← (T + q ·N)/R
6: if Z ≥ N then Z ← Z −N
7: return Z

– We present the first practical implementation of the parallel LogJumps ap-
proach for Montgomery reduction as a parametric SystemVerilog RTL gen-
erator for FPGA platforms.1

– We optimize the proposed design for large-prime modular multiplication for
BLS12-377/381 and give results for BN-254 and BW6-761. Demonstrating
the range of scalability our generator supports.

– We ensure reproducibility by a self-contained TCL library that performs all
number-theoretic precomputation inside the EDA tool.

2 Parallel LogJumps Architecture

In this section, we present the formal definition of the parallel LogJumps al-
gorithm [3] and our fully pipelined hardware architecture optimized to exploit
parallelism within the reduction operation. The key idea is to decouple multi-
plication and reduction as in Separate Operand Scanning (SOS). Then reduce
n− 1 limbs in parallel rather than sequentially. Throughout this section, we use
BLS12-377 with word size w = 17 and n = ⌈377/17⌉ = 23 limbs.

2.1 Hardware Architecture

The datapath realizes Algorithm 1 in four pipeline stages.
Stage 1: Limb routing and ρ-multiplication. The 2n-limb input A is

split into n−1 low limbs Alo and n+1 high limbs Ahi. Each low limb is multiplied
by its constant ρn−1−i in a w×⌈log2(N+1)⌉-bit multiplier, and all n−1 products
are formed in a single stage. For BLS12-377, this is 22 parallel 17 × 377-bit
multiplications.

Stage 2: Modular accumulation tree. The n − 1 products and Ahi are
summed in a Carry-Save-Adder (CSA) tree that stays in carry-save form until
a final Carry-Propagate-Adder (CPA). A binary-search conditional subtraction
then removes the multiples of NR, yielding the full-precision T .

1 https://github.com/threonyl/fpl-artifact-modular-multiplier
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Stage 3: q-computation. Only the low w bits determine q = (T mod
R)µ mod R, so a word-sized copy of the accumulation runs in parallel with
Stage 2 and finishes earlier, hiding its latency. We then form qN with a w ×
⌈log2(N+1)⌉-bit multiplier.

Stage 4: Final reduction. Once T and qN are ready, Z = (T + qN)/R is
an addition and a right shift by w, and one conditional subtraction returns Z to
[0, N).

3 Generator and Reproducibility

Here we describe how our hardware generator is designed to ease reproducibility.

3.1 Out-of-context Implementation Flow

Our design provides a TCL script to run an out-of-context implementation at
given design points. This TCL script creates its own working directory and places
all relevant artifacts and reports under this directory. So when a designer wants
to review the results of a previous run, the full log, critical path, and utiliza-
tion reports are conveniently available. This convention also allows for multiple
implementations to be run in the same directory with different parameters.

3.2 Number Theory in TCL

Our design requires computing modular inverses as part of the RTL generation.
Usually, designers would offload this functionality to a separate Python script.
However, this creates friction and requires a stronger assumption regarding the
setup environment. We avoid this friction and setup requirement entirely. All re-
quired number-theoretic computations are implemented in a self-contained TCL
library and require no external dependencies beyond an EDA Tool capable of
TCL scripting such as AMD Vivado.

3.3 Helper Scripts for Modules

The entire design is parameterized by two user-supplied values: N and w. Our
scripts derive all dependent parameters to generate the corresponding RTL con-
figuration. This automation supports rapid design-space exploration and im-
proves reproducibility, since a new prime field is supported by changing the
input parameters while all derived constants are generated automatically from
a consistent parameter set.

3.4 Assumptions, Limitations

LIMON targets AMD UltraScale+ devices and maps small multiplications onto
DSP48E2 blocks. Porting to other vendors requires changing the multiplier
header files.
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Table 1. Our implementation results for U250 FPGA.

Module Prime Frequency Stages LUT FF DSP
ModMul

BN-254 250 MHz

16 27734 19740 273
⌊ IntMul 6 8748 3836 108
⌊ ModRed 10 18986 15904 165
⌊ ModAcc 6 7570 5939 0

ModMul

BLS12-377 250 MHz

17 63773 43279 584
⌊ IntMul 6 20046 6579 216
⌊ ModRed 11 43727 36700 368
⌊ ModAcc 7 13556 12574 0

ModMul

BLS12-377 400 MHz

30 66919 70876 584
⌊ IntMul 12 21015 13391 216
⌊ ModRed 18 45904 56731 368
⌊ ModAcc 9 14854 15517 0

ModMul

BLS12-381 250 MHz

17 67200 44673 584
⌊ IntMul 6 20394 7445 216
⌊ ModRed 11 46806 37228 368
⌊ ModAcc 7 16587 12716 0

ModMul

BLS12-381 400 MHz

30 66125 71618 584
⌊ IntMul 12 20465 13604 216
⌊ ModRed 18 45660 57252 368
⌊ ModAcc 9 14768 15667 0

ModMul

BW6-761 250 MHz

35 275950 269737 2043
⌊ IntMul 15 67875 47418 648
⌊ ModRed 20 208075 220797 1395
⌊ ModAcc 11 52440 57151 0

* Due to Vivado’s synthesis behaviour, the reported area consumption of submodules
may not add up to the overall module size.

4 Results

We synthesized, placed, and routed the generated multipliers with AMD Vivado
2024.2 for an Alveo U250 FPGA. Table 1 reports pipeline depth, LUT, FF,
and DSP usage for four primes ranging from 254 to 761 bits. The BLS12-381
configuration was additionally verified in hardware on the U280.

4.1 Area Consumption and Module Breakdown

Table 1 separates each modular multiplier into its multiplication and reduction
parts. Two trends are observed across the bit-length range. Raising the frequency
target from 250 to 400 MHz nearly doubles the pipeline depth (17 to 30 stages



LIMON: Large-Integer Montgomery Modular Multiplier Generator 5

for BLS12-377/381) and increases FF usage accordingly, while LUT and DSP
counts stay almost constant, reflecting the additional pipeline registers. At every
prime size, the modular reduction accounts for most of the area, consistent with
it being the most involved part of the datapath (Section 2.1).

5 Discussion & Conclusion

We presented LIMON, a parametric hardware generator for low-latency Mont-
gomery multiplication of large primes. Given a modulus N and word size w,
it outputs synthesizable RTL based on the parallel LogJumps reduction. All re-
quired number-theoretic constants are computed within the EDA tool. Removing
the external dependencies that would otherwise complicate reproducibility. As
a new prime field requires only a change of parameters, the generator can be
extended to further primes and devices.
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